Supplementary Table 3. Training hyperparameters and tuning policy used across all leave-one-dataset-out experiments
	Item
	Value

	Backbone
	Frozen ViT-L/14-336 (OpenCLIP); eval mode; patch dropout 0.0

	Stage 1
	20 epochs; Adam; lr 1×10-5; batch 16

	Stage 2
	40 epochs; Adam; lr 5×10-4; batch 2

	LR schedule
	MultiStepLR at 0.5T, 0.75T; γ=0.5

	Loss weights
	Orthogonality 0.1; aux segmentation 0.25; contrastive 1.0

	Adapter depth
	Text: 3 layers; image: 6 layers; adapt weight 0.1

	Fusion levels
	[6, 12, 18, 24]

	GeM pooling
	p=3.0 (learned, clamped [1, 8])

	Gating
	Sigmoid, init 0.1


aux, auxiliary; GeM, Generalized Mean; init, initial value; lr/LR, learning rate; OpenCLIP, open-source implementation of CLIP (Contrastive Language–Image Pre-training); T, total training epochs; ViT, Vision Transformer; γ, learning rate decay factor.

